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AND APPLICATIONS 

 
F-Measure, Crossvalidation 

Bagging, Boosting 

Multi-class Classifiers 
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True Positives( ) :  nm of datapoints of class 1 that are correctly classified 

False Negative ( ) :  nm of datapoints of class 1 that are incorrectly classified 

False Positives( ) :  nm of datapoints of 

TP

FN

FP class 2 that are incorrectly classified 

Recall: 

Precision: 

2*Precision*Recall

Precision+Recall

TP

TP FN

TP

TP FP

F

+

+

=

  
Classification F-Measure:  
(careful: similar but not the same F-measure as the F-measure we saw for clustering!) 
 

Tradeoff between classifying correctly all datapoints of the same class and 

making sure that each class contains points of only one class. 
 

Proportion of datapoints 

correctly classified in Class 1 

Precision: proportion of datapoints of 

class 1 correctly classified over all 

datapoints classified in class 1  

Performance Measures 
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Performance Measures 

The ROC curve plots the fraction of true positives and false positives over 

the total number of samples of class y=+1 in the dataset. Each point on 

the curve corresponds to a different value of the classifierôs parameter 

(usually a threshold; e.g. a threshold on Bayesô classification). 

0% 100% p(FP) 

p(TP) 

100% 

Performance drops 

Performance improves 



  

  

 

  
  

  

  

 

APPLIED MACHINE LEARNING ï 2011-2012 

4 

Crossvalidation 

Choice of training / testing ratio 

 

Avoid overfitting 

  Ą train the classifier with a small sample of all datapoints and 

test it with the remaining datapoints.  

 

Typical choice of training/testing set ratio is 2/3rd training, 1/3rd testing. 

The smaller the ratio, the more robust the classification 

 

N-fold crossvalidation 

 

Repeats the procedure several times by picking randomly the training set   

Typical choice is 10-fold crossvalidation 



  

  

 

  
  

  

  

 

APPLIED MACHINE LEARNING ï 2011-2012 

5 5 

Crossvalidation 
 

Variance of classification performance across each of the N trials gives 

an estimate of the sensitivity of the classifier to the choice of data. 
 

A small variance with a small training/testing set ratio indicates high 

robustness of classification. 
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Classification for face recognition 

J. Meynet, V. Popovici and J. Thiran. Mixtures of Boosted Classifiers for Frontal Face Detection, Signal, Image and Video Processing, 

vol. 1, num. 1, p. 29--38, 2007 

Binary classification can be used to classify between face and non-face, 

or between frontal versus non-frontal face (to determine when to start 

interaction). 
 

Multi-class classification can be used to classify across orientations of the 

face, or to recognize different faces. 
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From clustering to classification 

Need to decide to which class each point belongs.  

What if the probability of belonging to several classes is not zero? 
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Gaussian ML Discriminant Rules 

Å Muticlass problem with k=1éK classes, conditional densities for each 
class is a multivariate Gaussian:  

 

 ( ) ( )| ~ ,k kp x y k N m= S

 

Å ML discriminant rule is minimum of the log-likelihood (equiv. to 
maximizing the likelihood): 
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( ) arg min log
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Gaussian ML Discriminant Rules 

Example of 4-classes classification using 

four Gaussian distributions 
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Gaussian ML Discriminant Rules 

Example of 4-classes classification using 

four Gaussian distributions 
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Multi-Class SVM 
Winner-take all approach 

1

1,

To get K classifiers,  one may construct a set of K 

binary classifiers f ,....,f  each trained to separate 

one class from the rest.

Then one combines these by doing multi-class classification:

arg max

K

j=

-

() () ( )

() ()( )

... 1

,     where ,

and then computing the decision function f sgn

i i

M
j j j j

i
M i

j j

g x g x y k x x b

x g x

a
=

= +

=
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Multi -Class SVM 
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Multi -Class SVM 
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Multi -Class SVM 

Drawbacks of combining multiple binary classifiers: 

 

- How to reject an instance if it belongs to none of the classes 

(garbage model or threshold on minimum of associated g function; but 

difficult to compare the scale of each g functions) 

 

- Asymmetric classification (some classes have many more positive 

examples than others); one can play with the C penalty to give a 

relative influence as a function of the number of patterns, e.g. 

C=10*M. 

 

 

 

 

 

 

Alternative is to compute all the classes as part of the optimization 

function. Performance seem however comparable to one against all 

optimization (Frank & Hlavak, Multi-class support vector machine, 2002; J. Weston 

and C. Watkins. Multi-class support vector machines, 1998.)  
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Classification costs 

 

SVM, GMM + Bayes are very powerful nonlinear classifiers but they 

come at a high computational cost (especially during training). 

 

 

Simpler classifiers (such as LDA) are less costly.  

 

Ą Can one combine several simple classifiers to do an equivalent job 

to non-linear classifiers?  

 



  

  

 

  
  

  

  

 

APPLIED MACHINE LEARNING ï 2011-2012 

16 



  

  

 

  
  

  

  

 

APPLIED MACHINE LEARNING ï 2011-2012 

17 Boosting with 3 linear classifiers 



  

  

 

  
  

  

  

 

APPLIED MACHINE LEARNING ï 2011-2012 

18 Same classification with 2 GMMs (6 Gaussians with full matrices) 



  

  

 

  
  

  

  

 

APPLIED MACHINE LEARNING ï 2011-2012 

19 

 

Ç Building classifiers on small training sample sets  

Ą difficult to estimate parameters of the data distribution properly 

 

Ç Small training set is not representative of the complete dataset.  

 Ą  biased for that particular subpart of the dataspace 

 Ą  unstable, i.e. very sensitive to new datapoints  

 Ą  large variance in the probability of misclassification  

 

Ç To make a classifier more stable 

Ç use a larger training set  

Ç exploit the fact that datapoints hard to classify are datapoints 

located on the boundaries between classes or outliers (Support 

Vector Machines) 

Ç use stabilizing techniques (Bagging and Boosting) 

Why and when a single simple classifier  

cannot do the job 
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Aggregating classifiers 
 

 Breiman (1996, 1998) found that gains in accuracy could be 

obtained by aggregating predictors built from perturbed versions of 

the training set; the multiple versions of the predictor are 

aggregated by weighted voting.  

 
-- L. Breiman. Bagging predictors. Machine Learning, 24:123-140, 1996. 

-- L. Breiman. Out-of-bag eatimation. Technical report, Statistics Department, U.C. 

Berkeley, 1996. 

-- L. Breiman. Arcing classifiers. Annals of Statistics, 26:801-824, 1998. 
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Bagging  = Bootstrap aggregating 

Ç Bootstrapping: random sampling with replacement 

ÇTraining set composed of M datapoints 

  with associated class labels  

 

ÇCreate new training sets through random selection with 

replacement of M points of the training set                      

Ą can sometimes avoid or get less misleading training 

datapoints in the bootstrap training set 

 

Ç Aggregation: combines classifiers so that the ensemble 

gives better classification than each classifier alone  

 Ą exploit strength of each individual base classifier 

{}
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Ç Bagging consists in first bootstrapping, by selecting (drawing with 
replacement) at random K subsets of training data.  

 

Ç  Each of these subsets will be used to create a classifier: 

 

 

 

Ç Each classifier performs a mapping 

 

Ç The final classifier is built from all classifiers and is such that it 
outputs the class predicted most often by all K classifiers 

 

Ç Hypothesis: aggregation of all the classifiers will give better 
classification results than training a single classifier on the whole 
dataset.  

( ){ }
1

The set of classifiers: 
K

k k

k
C X

=

:kC X Y­

Bagging  = Bootstrap aggregating 
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Algorithm: 

1. Repeat for k=1, é, K (nb of classifiers) 

1. Take a bootstrap replicate Xk of the training set X 

2. Construct a base classifier Ck(X) on Xk with 

decision boundary hk(X)=0 on Xk 

 

2. Combine the base classifiers by the simple majority 

vote (the most often predicted label) to a final decision 

rule: 

 ( )
{ }

( )( )( )
1; 1 1

arg max ,

1,
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Bagging  = Bootstrap aggregating 
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Initial set 

Classifier 1 

Classifier 2 

Drawing with replacement 1 

Drawing with replacement 2 

Weighting 
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Aggregation 

Classifier 1 

+ 
Classifier 2 

Classifier 3 

 é 

Classifier T 

+ 

+ 

+ 

Initial set 

Final rule 
= 
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Ç When using linear classifiers, one can also simply 
average across classifiersô answers: 

 

       Algorithm: 
 

1. Repeat for k=1, é, K (K: nm of classifiers) 

1. Take a bootstrap replicate Xk of the training set X 

2. Construct a linear classifier hk(X) on Xk 

 

2. Combine the linear classifiers by averaging their coefficients 
into a final decision rule: 

  

( ) ( )
1

1

with decision boundary ( ) 0

K
k
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Bagging  = Bootstrap aggregating 
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ÅBagging remains costly as it uses a large set of 
classifiers, some of which may not be useful for 
classification. 

 

   Ą    Could we automatically decide on how many 
 classifiers are required? 

  

   Ą Boosting 

Bagging  = Bootstrap aggregating 
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ÅClassifiers are constructed on weighted versions of the 
training set that depend on previous classification results.  

 

Å Initially, all datapoints have equal weights, and the 

 first classifier is constructed on this data set.  

 

ÅThen weights are changed according to the performance of 
the classifier. 

 

Ą Erroneously classified objects get larger weights and 

    the next classifier is ñboostedò on the re-weighted 

    training set. 

Boosting 
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Boosting 
 

Principle: 

 

1. Train a classifier on the training set. 

2. Construct a new training set in which samples that the first 
classifier got wrong have a larger weight (or probability of being 
picked). 

3. Train another copy of the classifier on this set. 

4. Make the overall output of the system a weighted sum of all the 
trained models where the weights are larger for classifiers that 
make less mistakes. 

5. Iterate 

 

Ç This technique trains new classifiers on samples that the 
previously trained classifiers found difficult. 

Ç This is a way to build multiple ñexpertsò that specialize on different 
types of patterns. 
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Weighting 
Initial set 

Classifier 1 

Classifier 2 

Checking & 

Modification 

Checking & 

Modification 

... 

+ 

1( )h x

+ 

2( )h x
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Aggregation 

Sign 

Final rule 

= 

Classifier 1 

Classifier 2 

Classifier 3 

Classifier B 

Initial set 

+ 

+ 

+ 

Classifier ééé 

+ 

... 


